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1 Introduction
We present a method for constructing an online application (“task”) for collecting data on
implicit responses to visual information (i.e., images) in humans. We explain the purpose of the
task (i.e., what data are produced by it and what those data represent), the assembly of individual
instances of the task, the appearance of the task when it is being performed, and the methods
used to control data quality.
“The task” refers to the application itself. Each time a user loads the application, the images
presented in the task change while the overall structure of the task remains constant, thereby
instantiating an instance of the task. Collectively, many users complete thousands of instances of
the task.

2 Goal
The objective of the task is to collect data which pertain to a specific attribute of a visual
stimulus as judged by a human. The specific attribute under assessment may be anything,
although this task is designed in particular to measure attributes that are continuous, do not
require context beyond the stimulus itself, and admit comparisons between any pair of images in
a set of images. The domain of attributes that fit these criteria is very large. It includes, for
instance, the beauty of nature photographs, how appetizing food photographs are, or the cuteness
of images of dogs. The general task described here was created to measure the “valence” of
images, which may be alternatively described as the image’s “interestingness” or how “eyecatching” the image is. Methods of measuring valence are discussed in further detail in U.S.
Patent Application No. 14/382,406, entitled “Method and System for Using Neuroscience to
Predict Consumer Preference,” filed 04 March 2013, which is incorporated herein by reference
as an example and not by way of limitation. While the task is by no means restricted to
measuring valence, we will use this term out of convenience as a general stand in for any desired
attribute that meet the criteria outlined above. Critically, these data are not obtained by having
humans rank individual images on a scale--a method that is subject to numerous human biases-but rather having humans iteratively compare images against each other, indicating which has
more of the attribute and which has less. When these data are collected with respect to hundreds
of thousands or millions of images, they form a foundational dataset or “ground truth” that may
be used to, for instance, construct an algorithm to automatically infer these properties from new
images.

3 Task Presentation
The task consists of some number of trials, which are further arranged into a number of
segments. At the outset, the user is told how to make choices during the trials and what attribute
the task is assessing. Example attributes are “eye-catching” or “interesting.” All decisions made
during the task are with respect to this attribute.
Trials
In a given trial, the user is presented with three images, aligned horizontally, that appear against
a white background in a random position. Before the trials begin, the user is instructed to select
an image from among the three based on some criteria (which depends on the segment). Images
are selected by clicking them with the mouse cursor, pressing one of three keyboard keys, or in
the case of touch screens, tapping on one of the images. Each trial has a prescribed time limit of
less than 3,000 milliseconds to ensure that the user does not have time to significantly deliberate
on which image is being chosen. By restricting the amount of time the user has to make their
selection, several advantages are gained:
1. The user’s implicit attitudes towards the image is measured. The user is not able to
systematically bias the results by metacognition or by introducing their own prejudices.
2. Context effects and priming are minimized. The trials are so rapid the user is not ‘primed’
to make a certain selection on the next trial.
3. High volume. Users are able to make many more ratings than they would with a similar,
but self-paced task.
4. The task is difficult to exploit. By requiring such a rapid pace, and then using statistical
measures on the task data, detecting users that are not following directions is possible. If
each trial were longer, users could be systematic in how they make selections to
minimize the amount of cognitive work they have to do (see Data Quality Controls).
The images remain on the screen until the user makes a selection or this time limit elapses. When
the trial ends, the images disappear from the screen and there is a brief (<300 millisecond) intertrial period where the user is presented with no stimulus. After the inter-trial period elapses, the
next trial begins.
Segments
Segments determine what the user will be doing during the trials the segments comprise. There
are two types of segments: segments consisting of keep trials and those consisting of reject trials.
In keep trials, the user is asked to select the image which, among the three, is the most x, where x
is the task attribute. For example, “choose the images which are the most eye catching.” In reject
trials, they select the image that is the least x. Asking users to rank both the most x and the least
x image allows us to deduce a total ordering and validate data effectively. Let’s take the example
of testing to determine the most and least interesting images (though the following is true for any
quality x). Having a "most" and "least" interesting rating for 3 images allows us to deduce a total
ordering (i.e., we know the relationship of every single pair of images). For example, out of

images A, B, and C if "A" is the most interesting and "B" is the least interesting, we can compute
every pairwise relationship, where ">" means "is more interesting than":
A>B
A>C
C>B
Hence, from two choices on three images, we get three comparisons--essentially getting an extra
data point for “free”. If we repeated this procedure for two images, we don't get any new
information (e.g. if A is chosen as the most interesting, then of course B will be chosen as the
least interesting). With four or more images, however, there is ambiguity. If again A is the most
interesting and B is the least interesting out of A, B, C, and D, we have:
A>B
A>C
A>D
C>B
D>B
C?D
The second reason for testing to determine the most and least interesting images has to do with
data validation. If we only ask which image is the most interesting, then we get one data point
per tuple of images. Because we don't have any "ground truth"—i.e. we can never have two
images where one image is always more interesting than the other image for every person
alive—we can't check if they're answering "correctly" if we only ask about the most interesting
images. In fact, a person making real choices would look exactly like a person—or compute
program—making random choices.
Now, if we separately ask what the most and the least interesting image out of the same group of
images is, we can check to see if they're behaving correctly. If presented with the same images N
times, a randomly behaving user will select the same image as the "most" and the "least"
interesting approximately 100/N % of the time. And while we don't have any "ground truth", we
do know that the same person cannot consider the same image as both the most and the least
interesting. Therefore, if someone responds with these contradictory answers with sufficient
frequency, we can effectively prune them from the dataset by concluding that they are not
actually doing the task, but just clicking randomly.

4 Task Assembly
Specific instances of the task may be specified with just two parameters: the number of different
images that will participate in this instance of the task and the sequence to present the segments
in (i.e., “keep, reject” or “reject, keep, keep, reject”). The appropriate number of images is
sampled randomly without replacement for a given task instance (although not across task
instances--i.e., an image may be sampled at most once for a given task instance but many times
for many different task instances) from a large pool of images. Though the images in this pool
can theoretically come from any source, the pool of images in this case come from three sources:
frames selected randomly from randomly chosen videos (YouTube); publicly available datasets
of photographs (Flickr); and thumbnails chosen automatically by other sites (YouTube) or by the

users of those sites. The images in the image pool are not pre-filtered by humans. There are no
limits on the size or aspect ratio of images, however when presented in this task, each image is
resized so that every image presented during a given trial takes up equal area. There are
additionally theoretical limits on aspect ratio as no image may be so tall and narrow or wide and
short that it cannot fit on the screen on which the task is being presented.
The images are then arranged into tuples of three images by randomly shuffling them and then
partitioning them into groups of three. Importantly, each tuple will be presented during a trial
twice in each task: once during a keep segment and once during a reject trial. The selection of 3
as the number of images per tuple and the presentation of each tuple twice, once in each segment
type, is not arbitrary and integral to the design of the task:
1. Efficiency. 3 options per choice permits a total ordering to be computed from just 2
selections. Assume that for a given attribute, the user selects image ‘A’ as having the
most of that attribute and image ‘C’ as having the least. We have:
a. A > B, A > C
b. C < A, C < B
The only ordering that satisfies these observations is A > B > C. If we were to use 4
images, we would need at least 3 rankings, meaning 3/4ths of a choice per image versus
2/3rds. To get a total ordering of 3 images from just two selections requires at best 2
distinct comparisons (the same number of human selections as for triplets) and at worst 3
selections. This is described in greater detail in the “Segments” section above.
2. Clarity. If more images were to be presented at once (i.e., 4 or more), it would not be
possible to simply select the images that have the most and least of some attribute (since
more than one image would necessarily occupy the ‘middle ground). Users would have to
select the “second most” or “second least,” leading to confusion.
3. Quality Control. Having two images per tuple is about as efficient as 3, and can also be
described using absolutes. However, it is not possible to distinguish between a human
choosing between pairs of images based on some attribute and a random number
generator unless redundant trials are added to the task. In many tasks that require human
judgements, there are certain questions that have known correct answers. These questions
may be inserted into the task as ‘attention checks’ to verify that the human is performing
the task correctly. However, the power of this task is that it can measure subjective
properties of images--and hence there are no ‘correct answers.’ Thus being unable to
determine if a single choice is correct a priori, we would have no means of assessing the
quality of the data in the two-image case. In the three-image case, however, a ‘random’
user will make contradictions: selecting the same image as having both the most and the
least of some property. While contradictions can be measured in the same way in the twoimage case, these would require the user make a selection on a pair of images they’ve
already seen before; if they are doing the task correctly, this is simply a waste of time
(repeated choices add no new information). In the 3-image case, these not only allow
quality control to be performed but also add information (see Data Quality Controls).

Tuples are randomly shuffled and equally partitioned into groups based on how many “keep”
segments there are. They are again randomly shuffled and partitioned equally into groups based
on how many “reject” trials there are. When the “keep” and “reject” groups are arranged into the
correct segment order, the sequence of tuple presentation in the task instance is obtained.
Importantly, the order of images within each tuple is randomized. This means that, if a given task
consisting of just one “keep” segment followed by one “reject” segment, both segments will
contain the same tuples, but their order of presentation will be different and the order of images
in a given tuple will (likely) be different when they are presented in the “keep” segment versus
the “reject” segment. Additionally, the order of images within a tuple is randomized, the order of
tuples within a segment is randomized, and the order of the segments themselves is randomized.

5 Data Quality Controls
Because it is based on individual visual preferences, the task has no correct answers per se. Thus
data quality measures are necessary. We implement four data quality checks to assess the data
from each task, based on: response speed, the number of trials for which no answer was
provided, the number of contradictions made, and the Chi-Square value for the task instance.
Response Speed
There is a lower bound to how quickly humans can make decisions. If a worker makes decisions
too quickly (in less than 400 milliseconds), we may infer that this click was made in either in
error or by a user deliberately disregarding the instructions. If too great a fraction of trials are
responded to this quickly, the entire task instance is discarded. The 400 millisecond cutoff is
based on psychological literature about visual processing speed and choice theory. We have
concluded that making choices in faster than 400 milliseconds would require either superhuman
abilities or disregarding the instructions and choosing randomly.
Missed Response
If a user fails to respond to too great a fraction of the trials within the trial window, the entire
task instance is discarded. The threshold is determined statistically; if a user’s submitted work
contains a fraction of missed responses that is some multiple of the mean (we use 3, although in
practice this value must be optimized to the specific attribute being collected) their work is
discarded. The reason the whole dataset is discarded is that if the user is unable to complete such
a large fraction of the trials, compared to their peers, it is likely that they were not performing the
task correctly because they did not read the directions carefully or they are physically unable to
do so, both of which mean their data are of lower quality.
Contradictory Responses
Since the same image tuples are presented in both the “keep” and “reject” segments, we may
quantify the deliberateness of the user’s choices by measuring how many images were selected
in both segments. This is due to the fact that, for instance, an image cannot be both the most and
the least interesting out of its tuple. Contradictory responses are discarded from the data. If too
great a fraction of responses are contradictory, the entire task instance is discarded. This fraction

is generally pegged to one-third chance: a user who selects images completely randomly will
contradict themselves approximately 33% of the time. One-third of this is 11%. Data are
discarded under this quality control metric because the fraction of contradictions made is directly
proportional to the likelihood that the user was not performing the task correctly, but instead was
simply making selections randomly to complete the task.
Chi-Square Distribution
While we control for users who select images randomly by measuring contradictory responses,
we also control for users who are behaving too systematically. Since the tuple order and the
order of images within each tuple is randomized, we may expect that the distribution of clicks
over the three image positions will be approximately uniform in a task instance and that no
subset of positions will be favored. The probability of a deviation from this distribution can be
measured directly using the chi-square distribution, and if this probability is too great, the task
instance is rejected since great deviations in the observed click distribution from a uniform
distribution are very unlikely if the user is following the directions.

6 Data Collected
We collect the following data from users who complete task instances:
1. The user’s age.
2. The user’s location.
3. The user’s gender.
4. The sequence of image tuples seen.
5. The images selected in keep trials.
6. The images selected in reject trials.
7. The times required to select an image in each tuple.
Other information could be collected through the task as well, not limited to but the type of
computer or device a user is using to perform the task, the time of day the task is being
performed, the location of the image they click on, and the time the user spends reading the
instructions, for example. By collecting this data, we can perform analysis after we’ve received
the results from the users’ task instances.

7 Other Applications
The task described in this paper can be administered on a desktop or laptop computer. It could
also be administered on a tablet or touch screen device by slightly adapting the user interface of
the task. Adaptations could include: showing the user a tuple of three images along with a scale
from least interesting to most interesting, then asking the user to drag one image to “least
interesting” side of the scale, another image to the “most interesting” side of the scale, and the
third image to somewhere in the middle of the two images to indicate that the image in almost as
boring as the “least interesting” image or almost as interesting as the “most interesting” image.

This method of collecting data that allows for the ranking of images has a number of applications
and permutations. For example, collecting information outlined in part 6 of this paper allows for
the resulting ranked images to be tagged with demographic data. This demographic data can then
be used to generate a model that is capable of predicting different images for different
demographics.
In broad terms, this method can be used to measure consumer sentiment. This includes helping
advertisers fine-tune advertisements based on users’ subconscious and immediate reactions to
images. This could be done by presenting a user with a tuple of images and asking the user to
select the product they want the most (or least), based on the images representing the products.
Other possible uses for this method in the realm of the measurement of consumer sentiment
include: measuring the sentiment towards fashion and design (e.g. “Which dress is the most
stylish?”), movie posters (e.g. “Which movie do you want to see?), or images of food shown on
fast food menus (e.g. “Which dish do you want to order?”).
Another adaptation of this task could allow users to indicate the most interesting regions of
images, instead of the most interesting complete images. Interesting image regions could be
indicated by presenting tuples of random crops of the image set. Users would then again select
the most interesting image during “keep” trials and the least interesting images during “reject”
trials. Once the task has been completed a sufficient number of times, the interest per pixel
across crops over the entire image can be averaged to determine which regions of images are
most and least interesting. This information can then be used to train a smart cropping tool that
automatically identifies the most successful crop and least successful crop of a novel image to
maximize user engagement with that image.

8 Drawings and Descriptions of Drawings
The drawings below depict an example presentation of the task described above. Image (A)
shows an example of the task page—a tuple of images is presented on a white background.
Image (B) shows a close-up of the tuple of images in the task. Image (C) shows the brief
confirmation that the user receives after they select one in a “keep” trial. The green border
around the image, indicating an image selected during a “keep” trial, remains around the image
for a few hundred milliseconds. Image (D) shows the brief confirmation that the user receives
after they select one in a “reject” trial. The red border around the image, indicating an image
selected during a “reject” trial, remains around the image for a few hundred milliseconds.

(A)

(B)

(C)

(D)

9 Systems and Methods
FIG. 9A, and FIG. 9B illustrate exemplary possible system embodiments. The more
appropriate embodiment will be apparent to those of ordinary skill in the art when practicing the
present technology. Persons of ordinary skill in the art will also readily appreciate that other
system embodiments are possible.

FIG. 9A illustrates a conventional system bus computing system architecture 900 wherein
the components of the system are in electrical communication with each other using a bus 905.
Exemplary system 900 includes a processing unit (CPU or processor) 910 and a system bus 905
that couples various system components including the system memory 915, such as read only
memory (ROM) 920 and random access memory (RAM) 925, to the processor 910. The system
900 may include a cache of high-speed memory connected directly with, in close proximity to, or
integrated as part of the processor 910. The system 900 may copy data from the memory 915
and/or the storage device 930 to the cache 912 for quick access by the processor 910. In this way,
the cache may provide a performance boost that avoids processor 910 delays while waiting for
data. These and other modules may control or be configured to control the processor 910 to
perform various actions. Other system memory 915 may be available for use as well. The
memory 915 may include multiple different types of memory with different performance
characteristics. The processor 910 may include any general purpose processor and a hardware
module or software module, such as module 1 932, module 2 934, and module 3 936 stored in
storage device 930, configured to control the processor 910 as well as a special-purpose
processor where software instructions are incorporated into the actual processor design. The
processor 910 may essentially be a completely self-contained computing system, containing
multiple cores or processors, a bus, memory controller, cache, etc. A multi-core processor may
be symmetric or asymmetric.
To enable user interaction with the computing device 900, an input device 945 may
represent any number of input mechanisms, such as a microphone for speech, a touch-sensitive
screen for gesture or graphical input, keyboard, mouse, motion input, speech and so forth. An
output device 935 may also be one or more of a number of output mechanisms known to those of
skill in the art. In some instances, multimodal systems may enable a user to provide multiple
types of input to communicate with the computing device 900. The communications interface
940 may generally govern and manage the user input and system output. There is no restriction
on operating on any particular hardware arrangement and therefore the basic features here may
easily be substituted for improved hardware or firmware arrangements as they are developed.
Storage device 930 is a non-volatile memory and may be a hard disk or other types of
computer readable media which may store data that are accessible by a computer, such as
magnetic cassettes, flash memory cards, solid state memory devices, digital versatile disks,

cartridges, random access memories (RAMs) 925, read only memory (ROM) 920, and hybrids
thereof.
The storage device 930 may include software modules 932, 934, 936 for controlling the
processor 910. Other hardware or software modules are contemplated. The storage device 930
may be connected to the system bus 905. In one aspect, a hardware module that performs a
particular function may include the software component stored in a computer-readable medium
in connection with the necessary hardware components, such as the processor 910, bus 905,
display 935, and so forth, to carry out the function.
FIG. 9B illustrates a computer system 950 having a chipset architecture that may be used
in executing the described method and generating and displaying a graphical user interface
(GUI). Computer system 950 is an example of computer hardware, software, and firmware that
may be used to implement the disclosed technology. System 950 may include a processor 955,
representative of any number of physically and/or logically distinct resources capable of
executing software, firmware, and hardware configured to perform identified computations.
Processor 955 may communicate with a chipset 960 that may control input to and output from
processor 955. In this example, chipset 960 outputs information to output 965, such as a display,
and may read and write information to storage device 970, which may include magnetic media,
and solid state media, for example. Chipset 960 may also read data from and write data to RAM
975. A bridge 980 for interfacing with a variety of user interface components 985 may be
provided for interfacing with chipset 960. Such user interface components 985 may include a
keyboard, a microphone, touch detection and processing circuitry, a pointing device, such as a
mouse, and so on. In general, inputs to system 950 may come from any of a variety of sources,
machine generated and/or human generated.
Chipset 960 may also interface with one or more communication interfaces 990 that may
have different physical interfaces. Such communication interfaces may include interfaces for
wired and wireless local area networks, for broadband wireless networks, as well as personal
area networks. Some applications of the methods for generating, displaying, and using the GUI
disclosed herein may include receiving ordered datasets over the physical interface or be
generated by the machine itself by processor 955 analyzing data stored in storage 970 or 975.
Further, the machine may receive inputs from a user via user interface components 985 and

execute appropriate functions, such as browsing functions by interpreting these inputs using
processor 955.
It may be appreciated that exemplary systems 900 and 950 may have more than one
processor 910 or be part of a group or cluster of computing devices networked together to
provide greater processing capability.
For clarity of explanation, in some instances the present technology may be presented as
including individual functional blocks including functional blocks comprising devices, device
components, steps or routines in a method embodied in software, or combinations of hardware
and software.
In some embodiments the computer-readable storage devices, mediums, and memories
may include a cable or wireless signal containing a bit stream and the like. However, when
mentioned, non-transitory computer-readable storage media expressly exclude media such as
energy, carrier signals, electromagnetic waves, and signals per se.
Methods according to the above-described examples may be implemented using
computer-executable instructions that are stored or otherwise available from computer readable
media. Such instructions may comprise, for example, instructions and data which cause or
otherwise configure a general purpose computer, special purpose computer, or special purpose
processing device to perform a certain function or group of functions. Portions of computer
resources used may be accessible over a network. The computer executable instructions may be,
for example, binaries, intermediate format instructions such as assembly language, firmware, or
source code. Examples of computer-readable media that may be used to store instructions,
information used, and/or information created during methods according to described examples
include magnetic or optical disks, flash memory, USB devices provided with non-volatile
memory, networked storage devices, and so on.
Devices implementing methods according to these disclosures may comprise hardware,
firmware and/or software, and may take any of a variety of form factors. Typical examples of
such form factors include laptops, smart phones, small form factor personal computers, personal
digital assistants, and so on. Functionality described herein also may be embodied in peripherals
or add-in cards. Such functionality may also be implemented on a circuit board among different
chips or different processes executing in a single device, by way of further example.

Typically, a library such as TensorFlow, Caffe, Torch, etc. may be used. These optionally
employ another library called CUDA, distributed by NVIDIA, that executes operations directly
on a specialized hardware device called a GPU ('graphical' processing unit, owing its name to
their original use in rendering frames from video games).
The instructions, media for conveying such instructions, computing resources for
executing them, and other structures for supporting such computing resources are means for
providing the functions described in these disclosures.

